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“Consciousness is a fascinating but elusive 
phenomenon: it is impossible to specify what it 
is, what it does, or why it evolved … 

Sutherland (1989) The International Dictionary of Psychology. Crossroad Classic 



“Consciousness is a fascinating but elusive 
phenomenon: it is impossible to specify what it 
is, what it does, or why it evolved. Nothing worth 
reading has been written on it.”

Sutherland (1989) The International Dictionary of Psychology. Crossroad Classic 
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• the real problem 
• conscious content 
• conscious self 
• being a beast machine

coming September 2021
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the real problem



“It	is	widely	agreed	that	
experience	arises	from	a	
physical	basis,	but	we	have	no	
good	explanation	of	why	and	
how	it	so	arises.	Why	should	
physical	processing	give	rise	to	
a	rich	inner	life	at	all?	It	seems	
objectively	unreasonable	that	it	
should,	and	yet	it	does.”

Chalmers (1995) J Consc Stud



Chalmers (1995) J. Consc. Stud.
Seth (2016) Aeon
Varela (1996) J. Consc. Stud.

the problems of consciousness

• the easy problem(s)

• the hard problem

• the ‘real problem’ 

• how can mechanisms and processes in the brain (and body) 
explain, predict, and control properties of consciousness 
(functional and phenomenological)
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perception as inference



Hermann Von Helmholtz

Thomas Bayes

perception as inference



Friston (2009) Trends in Cognitive Sciences
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predictive processing

• perceptual content is conveyed  
by top-down predictions


• bottom-up ‘sensory’ signals 
convey prediction errors



Seth & Hohwy (2020) Cognitive Neuroscience

predictive processing

• predictive processing is not a theory of consciousness

• it is a general theory of perception (and action, etc)

• it can be used to explain properties of phenomenology, 

in terms of underlying mechanisms

• real problem style

Hohwy & Seth (2020) Philosophy and the Mind Sciences



Pinto et al (2015) Journal of Vision

We also tested whether image familiarity (as defined
by manipulation of presentation frequency, described
above) and jitter affected response times. Both manip-
ulations turned out not to have any effect in this
experiment or in the second experiment; jitter: two-way
ANOVA, within-subject factor expectation (expected,
neutral, and unexpected) and between-subject factor of
jitter (jitter or no jitter): no interaction between
expectation and jitter: F(2, 72)¼ 0.82, p¼ 0.45, g2 ¼
0.02; Experiment 2: F(2, 62)¼ 0.18, p¼ 0.84, g2¼ 0.006;
familiarity: one-way ANOVA, within-subject factor
frequency (often, neutral, or rare): F(2, 72)¼ 0.79, p¼
0.46, g2¼ 0.02; Experiment 2: F(2, 62)¼ 0.28, p¼ 0.76,
g2¼ 0.008. Therefore, in the analyses of Experiments 1
and 2, we collapsed the results across jitter and
familiarity conditions.

Results

Amain effect of expectation was observed, F(2, 72)¼
3.87, p¼ 0.03, g2¼ 0.097. Next we investigated whether
there was an expectation benefit, which we defined as
difference between response times to expected stimuli
and response times to unexpected stimuli. Post hoc
planned t tests (two tailed) revealed that participants
responded to expected stimuli faster than to unexpected
stimuli, t(36)¼ 2.53, p¼ 0.02, Cohen’s d ¼ 0.84,
demonstrating an expectation benefit. Furthermore
participants tended to respond to expected stimuli
faster than to neutral stimuli, t(36) ¼ 1.93, p¼ 0.06,
Cohen’s d¼ 0.64 (see Figure 2, left panel). Finally, we
investigated rates of false alarms and misses after either
a predictive or a neutral cue. This revealed no
significant differences in either misses or false alarms
[misses, predictive: 1.7%, neutral: 1.4%, t(36)¼1.04, p¼

0.31, Cohen’s d ¼ 0.34; false alarms, predictive: 3.8%,
neutral: 2.9%, t(36)¼ 0.71, p¼ 0.48, Cohen’s d¼ 0.24].

These results indicate that valid expectations accel-
erated conscious detection of target stimuli. However,
they do not indicate whether conscious identification is
affected by expectations (detection and identification
are known to involve distinct mechanisms; see Pinto,
Scholte, & Lamme, 2012). Specifically, the data so far
did not establish whether acceleration of conscious
access could occur when identification of the target
image (rather than detection of any image) is required.
We therefore performed Experiment 2 to test whether
expectations can accelerate the formation of content-
specific conscious percepts, (i.e., those requiring iden-
tification as well as detection).

Experiment 2: Valid expectations
accelerate conscious identification

In Experiment 1, subjects indicated when they saw
any image break through masking (detection). In
Experiment 2 subjects had to additionally identify the
image before responding. Specifically, they were
instructed to make one response whenever a house or a
face became visible, and to make a different response
when any other image became visible. The cues in
Experiment 2 were identical to the cues in Experiment
1. So the word ‘‘face’’ predicted a face image would
appear, the word ‘‘house’’ that a house image would
appear, and the word ‘‘neutral’’ was unpredictive.
Importantly, the cue predicted whether a house or a
face would appear, but the response to a house and a
face was the same, making it less likely that any effect
on reaction time would be due to response priming.

Methods

Experiment 2 was the same as Experiment 1, except
for the following changes.

Participants

Thirty-six participants (24 female, age range: 18–34
years, average 22.03 years) participated in Experiment 2.

Procedure

The ratio of which cues preceded which images were
identical to Experiment 1; however, catch trials were
different in Experiment 2 than in Experiment 1: Trials
on which no image appeared were replaced by trials
where another image than a face or a house appeared
(either an animal or an object; the stimuli again came

Figure 2. Breakthrough times for expected (green), neutral
(blue), and unexpected (red) stimuli in Experiments 1 and 2.
Asterisks indicate significant differences between conditions. In
both experiments expected stimuli broke through more quickly
than neutral and unexpected stimuli. Note that if subjects
participated in both experiments (which all but one did), they
performed Experiment 1 first. This practice effect was the likely
cause of the lower response times in Experiment 2. Error bars
indicate between-subjects standard error.

Journal of Vision (2015) 15(8):13, 1–15 Pinto et al. 5

Downloaded From: http://jov.arvojournals.org/pdfaccess.ashx?url=/data/Journals/JOV/934120/ on 07/01/2015
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raw pixels could not possibly distinguish the latter two, while putting 
the former two in the same category. This is why shallow classifiers 
require a good feature extractor that solves the selectivity–invariance 
dilemma — one that produces representations that are selective to 
the aspects of the image that are important for discrimination, but 
that are invariant to irrelevant aspects such as the pose of the animal. 
To make classifiers more powerful, one can use generic non-linear 
features, as with kernel methods20, but generic features such as those 
arising with the Gaussian kernel do not allow the learner to general-
ize well far from the training examples21. The conventional option is 
to hand design good feature extractors, which requires a consider-
able amount of engineering skill and domain expertise. But this can 
all be avoided if good features can be learned automatically using a 
general-purpose learning procedure. This is the key advantage of 
deep learning. 

A deep-learning architecture is a multilayer stack of simple mod-
ules, all (or most) of which are subject to learning, and many of which 
compute non-linear input–output mappings. Each module in the 
stack transforms its input to increase both the selectivity and the 
invariance of the representation. With multiple non-linear layers, say 
a depth of 5 to 20, a system can implement extremely intricate func-
tions of its inputs that are simultaneously sensitive to minute details 
— distinguishing Samoyeds from white wolves — and insensitive to 
large irrelevant variations such as the background, pose, lighting and 
surrounding objects. 

Backpropagation to train multilayer architectures 
From the earliest days of pattern recognition22,23, the aim of research-
ers has been to replace hand-engineered features with trainable 
multilayer networks, but despite its simplicity, the solution was not 
widely understood until the mid 1980s. As it turns out, multilayer 
architectures can be trained by simple stochastic gradient descent. 
As long as the modules are relatively smooth functions of their inputs 
and of their internal weights, one can compute gradients using the 
backpropagation procedure. The idea that this could be done, and 
that it worked, was discovered independently by several different 
groups during the 1970s and 1980s24–27.  

The backpropagation procedure to compute the gradient of an 
objective function with respect to the weights of a multilayer stack 
of modules is nothing more than a practical application of the chain 

rule for derivatives. The key insight is that the derivative (or gradi-
ent) of the objective with respect to the input of a module can be 
computed by working backwards from the gradient with respect to 
the output of that module (or the input of the subsequent module) 
(Fig. 1). The backpropagation equation can be applied repeatedly to 
propagate gradients through all modules, starting from the output 
at the top (where the network produces its prediction) all the way to 
the bottom (where the external input is fed). Once these gradients 
have been computed, it is straightforward to compute the gradients 
with respect to the weights of each module. 

Many applications of deep learning use feedforward neural net-
work architectures (Fig. 1), which learn to map a fixed-size input 
(for example, an image) to a fixed-size output (for example, a prob-
ability for each of several categories). To go from one layer to the 
next, a set of units compute a weighted sum of their inputs from the 
previous layer and pass the result through a non-linear function. At 
present, the most popular non-linear function is the rectified linear 
unit (ReLU), which is simply the half-wave rectifier f(z) = max(z, 0). 
In past decades, neural nets used smoother non-linearities, such as 
tanh(z) or 1/(1 + exp(−z)), but the ReLU typically learns much faster 
in networks with many layers, allowing training of a deep supervised 
network without unsupervised pre-training28. Units that are not in 
the input or output layer are conventionally called hidden units. The 
hidden layers can be seen as distorting the input in a non-linear way 
so that categories become linearly separable by the last layer (Fig. 1). 

In the late 1990s, neural nets and backpropagation were largely 
forsaken by the machine-learning community and ignored by the 
computer-vision and speech-recognition communities. It was widely 
thought that learning useful, multistage, feature extractors with lit-
tle prior knowledge was infeasible. In particular, it was commonly 
thought that simple gradient descent would get trapped in poor local 
minima — weight configurations for which no small change would 
reduce the average error. 

In practice, poor local minima are rarely a problem with large net-
works. Regardless of the initial conditions, the system nearly always 
reaches solutions of very similar quality. Recent theoretical and 
empirical results strongly suggest that local minima are not a serious 
issue in general. Instead, the landscape is packed with a combinato-
rially large number of saddle points where the gradient is zero, and 
the surface curves up in most dimensions and curves down in the 

Figure 2 | Inside a convolutional network. The outputs (not the filters) 
of each layer (horizontally) of a typical convolutional network architecture 
applied to the image of a Samoyed dog (bottom left; and RGB (red, green, 
blue) inputs, bottom right). Each rectangular image is a feature map 

corresponding to the output for one of the learned features, detected at each 
of the image positions. Information flows bottom up, with lower-level features 
acting as oriented edge detectors, and a score is computed for each image class 
in output. ReLU, rectified linear unit.
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Le Cun et al (2015) Nature



Suzuki et al (2017) Scientific Reports



Suzuki, Schwartzman, & Seth (in prep)

mapping the diversity of VHs

• complexity: complete objects/scenes vs simple patterns

• veridicality: realistic content

• spontaneity: derived from a visual ‘seed’ vs spontaneous

• reality: experienced as being part of the real world 



Suzuki et al (in prep)

Keisuke Suzuki

David Schwartzman

Alec Tschantz
Nguyen et al (2016) https://arxiv.org/abs/1605.09304



Suzuki et al (in prep)

neurologic (complex)



Suzuki et al (in prep)

visual loss (complex and simple)



Suzuki et al (in prep)

psychedelic (complex)



Suzuki et al (in prep)

psychedelic (simple)



phenomenological interviews
• Parkinson’s disease / Lewy body dementia (PD/LBD, n=11)

• Charles Bonnet syndrome (CBS, n=10)
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hallucination: 
uncontrolled perception

perception:  
controlled hallucination



level content self

consciousness



world self

sensation

perception



perspectival self
volitional self
narrative self

social self

bodily selfself
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*probably

Lush et al (2020) Nature Communications

world’s largest rubber hand study*
• the RHI is usually explained by 

multisensory integration

• could the RHI be driven (in part) 

by top-down expectations?

• we measured subjective 

responses and proprioceptive 
drift in >350 people


• we also measured trait 
suggestibility



Lush et al (2020) Nature Communications

RUNNING HEAD: PHENOMENOLOGICAL CONTROL   48 
 

(a) 961 

 962 

Peter Lush



Lush (2020) Collabra
Peter Lush Seth et al (2021) PsyArXiv

Lush: Demand Characteristics Confound the Rubber Hand Illusion Art. 22, page 5 of 10

even if response to both synchronous and asynchronous 
induction agreement statements entirely reflect 
suggestion effects.

95% CIs (interpreted as Bayesian credible intervals 
with uniform priors) were used to estimate ‘illusion’ 
(mean of S1–3) and ‘control’ scores (mean of S4–9). It is 
predicted that ‘control’ expectancy CIs will be negative 
and illusion score expectancies will be positive.

Robustness regions are reported, to indicate the range 
of scales that qualitatively support a given conclusion 
(i.e. evidence as insensitive, or as supporting H0, or as 
supporting H1. Robustness regions are notated as: RR 
[×1, ×2], where ×1 is the smallest SD that supports the 
conclusion and ×2 is the largest.

Exploratory analysis
The preregistered analysis included expectancy ratings 
from participants who reported previously having heard 
of the procedure (but not having taken part in a similar 
experiment). It was assumed that, as participants in RHI 
studies are typically psychology undergraduates that 
this approach would provide a sample representative of 
participants in contemporary RHI research. Therefore 9 
participants who reported not having heard of the procedure 
before were also analysed separately. To test whether 
participants who had not heard of the procedure before 
reported lower expectancies for ‘control’ than ‘illusion’ 
experience statements, t-tests of expectancy differences 
between ‘illusion’ and ‘control’ conditions (details as  pre-
registered) were also conducted in this sub-sample.

Results
Synchronous condition ‘illusion’ expectancy ratings 
(M = 1.7, SD = 0.9) were greater than synchronous 
condition ‘control’ expectancy ratings (M = 0.0, SD = 1.3, 

t(1,19) = 6.24, p < .001, Cohen’s d = 1.40, B
H(0,1) 

= 3.93 × 107, 
RR [0.05, 622.40].

Synchronous condition ‘illusion’ expectancy ratings 
were also greater than asynchronous ‘illusion’ expectancy 
ratings (M = 0.4, SD = 1.3), t(19) = 4.68, p < .001, Cohen’s 
d = 1.05, B

H(0,1) 
= 1.14 × 104, RR [0.07, 404.50].

Consistent with predictions, participants expected to 
experience the effects described in ‘illusion’ statements 
more than those described in ‘control’ statements.

Figure 1 shows mean scores for ‘illusion’ (S1–S3) and 
‘control’ (C1–C9) expectancies. The pattern shown for 
expectancies is characteristic of agreement scores following 
illusion induction in RHI studies. That is, mean synchronous 
condition ‘illusion’ scores indicate agreement (scores 
of 1 or greater) and mean ‘control’ statements in either 
condition indicate either disagreement (scores below –1) 
or neither agreement nor disagreement (scores of 0) (see 
Figure 1 in Botvinick & Cohen, 1998). 95% CIs contain only 
positive values for the ‘illusion’ score in the synchronous 
condition and CIs for the ‘control’ synchronous condition 
score and asynchronous condition score contained values 
consistent with negative and positive scores. Note that, 
while contrasting sensitive evidence with insensitive 
evidence (for example, contrasting a significant p value with 
a non-significant p value) is not informative (Dienes, 2014), 
this approach is used as a control method in RHI research 
(e.g., Rohde, di Luca & Ernst, 2011). Figure 2 shows mean 
expectancy ratings for each of the three ‘illusion’ statements 
and six ‘control’ statements for both synchronous and 
asynchronous induction.

Exploratory results
In the nine participants who had not encountered the 
procedure previously, synchronous condition ‘illusion’ 
expectancy ratings (M = 1.9, SD = 0.9) were greater 

Figure 1: Mean expectancy ratings (–3 to +3) for synchronous and asynchronous condition ‘illusion’ statements 
(S1–S3) and ‘control’ statements (C1–C6). Error bars show 95% CIs.



154) sample was 1.7 (SD= 0.8). In this sample, mean touch to
human responses was 1.5 (SD= 2.9) and touch to object
responses was 0.2 (SD= 0.7).

Hypnotisability predicted VPQ total pain response (Fig. 1a), b
= 1.25 responses/unit SWASH (SE= 0.23), t(402) = 5.55, p <
0.001, 95% CI [0.8, 1.7], R2= 0.071, BH(0,1.1) = 5.72 × 105, RR=
[0.047, 435] and the intensity (1–10) of vicarious pain (Fig. 1b), b
= 0.46, intensity/unit SWASH (SE= 0.08), t(402) = 6.00, p <
0.001, 95% CI [0.31, 0.62], R2= 0.082, BH(0,0.3) = 2.60 × 106, RR
= [0.016, 163]. Regression analysis of mirror touch scores showed
that hypnotisability predicted mean number of responses (out of
14) when observing touch to a human (Fig. 2a), b= 0.83
responses/unit SWASH (SE= 0.27), t(152) = 3.07, p= 0.003,
95% CI [0.30, 1.37], R2= 0.058, BH(0,0.5) = 11.98, RR= [0.011,
2.02] and number of responses (out of 6) for touch to an
inanimate object (Fig. 2b), b= 0.18, responses/unit SWASH (SE
= 0.07), t(152) = 2.55, p= 0.012, 95% CI [0.04, 0.32], R2= 0.041,
BH(0,0.07) = 5.23, RR= [0.004, 0.12].

Study 2: The rubber hand illusion. Separate groups of partici-
pants completed a RHI procedure after being informed either that
they should expect the illusion for synchronous induction (n=

114) or that they should expect the illusion for asynchronous
induction (n= 115). A third control group was not given infor-
mation about what to expect (n= 124). We report analyses in two
sections: pre-registered analyses (intended to test the effect of
experimentally manipulated expectancies on RHI measures) and
non-registered analyses. Non-registered correlational analyses
were chosen to reflect the most commonly reported measures of
the RHI and the simplest predictions of the theory that the RHI is
at least partially driven by phenomenological control.

Mean subjective scale SWASH hypnotisability score (0–5) was
1.6 (SD= 0.7) in the control group, 1.6 (SD= 0.8) for
synchronous instruction and 1.7 (SD= 0.7) for asynchronous
instruction.

Our pre-registered analyses included a test of whether changes
in expectancies affected RHI measures. In order to test the effects
of manipulating expectancies on RHI measures, we first had to
check that we had successfully manipulated expectancies. Mean
expectancies for synchronous induction were 0.9 (SD= 1.1) for
the synchronous instruction group, 0.9 (SD= 1.1) for the
asynchronous induction group and 0.7 (SD= 1.1) for the control
group. Mean expectancies for asynchronous induction were −0.1
(SD= 1.2) for the synchronous instruction group, 0.2 (SD= 1.3)
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Fig. 1 Scatter plots showing linear regression of vicarious pain measures (n = 404 participants) on hypnotisability. a Total pain responses on
hypnotisability, Spearman’s rs = 0.26, 95% CI [0.17, 0.35]. b Pain intensity on hypnotisability, Spearman’s rs = 0.27, 95% CI [0.18, 0.36]. Error bars show
95% CI.The centre of credibility intervals is the predicted score. Note: SWASH is an abbreviation of Sussex-Waterloo Scale of Hypnotisability.
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Fig. 2 Scatter plots showing linear regression of mirror touch measures on hypnotisability (n = 154 participants). a Touch to human responses,
Spearman’s rs = 0.19, 95% CI [0.04, 0.34]. b Touch to object responses, Spearman’s rs = 0.21, 95% CI [0.06, 0.36]. Error bars show 95% CI. The centre
of credibility intervals is the predicted score. Note: SWASH is an abbreviation of Sussex-Waterloo Scale of Hypnotisability.
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vicarious pain

154) sample was 1.7 (SD= 0.8). In this sample, mean touch to
human responses was 1.5 (SD= 2.9) and touch to object
responses was 0.2 (SD= 0.7).

Hypnotisability predicted VPQ total pain response (Fig. 1a), b
= 1.25 responses/unit SWASH (SE= 0.23), t(402) = 5.55, p <
0.001, 95% CI [0.8, 1.7], R2= 0.071, BH(0,1.1) = 5.72 × 105, RR=
[0.047, 435] and the intensity (1–10) of vicarious pain (Fig. 1b), b
= 0.46, intensity/unit SWASH (SE= 0.08), t(402) = 6.00, p <
0.001, 95% CI [0.31, 0.62], R2= 0.082, BH(0,0.3) = 2.60 × 106, RR
= [0.016, 163]. Regression analysis of mirror touch scores showed
that hypnotisability predicted mean number of responses (out of
14) when observing touch to a human (Fig. 2a), b= 0.83
responses/unit SWASH (SE= 0.27), t(152) = 3.07, p= 0.003,
95% CI [0.30, 1.37], R2= 0.058, BH(0,0.5) = 11.98, RR= [0.011,
2.02] and number of responses (out of 6) for touch to an
inanimate object (Fig. 2b), b= 0.18, responses/unit SWASH (SE
= 0.07), t(152) = 2.55, p= 0.012, 95% CI [0.04, 0.32], R2= 0.041,
BH(0,0.07) = 5.23, RR= [0.004, 0.12].

Study 2: The rubber hand illusion. Separate groups of partici-
pants completed a RHI procedure after being informed either that
they should expect the illusion for synchronous induction (n=

114) or that they should expect the illusion for asynchronous
induction (n= 115). A third control group was not given infor-
mation about what to expect (n= 124). We report analyses in two
sections: pre-registered analyses (intended to test the effect of
experimentally manipulated expectancies on RHI measures) and
non-registered analyses. Non-registered correlational analyses
were chosen to reflect the most commonly reported measures of
the RHI and the simplest predictions of the theory that the RHI is
at least partially driven by phenomenological control.

Mean subjective scale SWASH hypnotisability score (0–5) was
1.6 (SD= 0.7) in the control group, 1.6 (SD= 0.8) for
synchronous instruction and 1.7 (SD= 0.7) for asynchronous
instruction.

Our pre-registered analyses included a test of whether changes
in expectancies affected RHI measures. In order to test the effects
of manipulating expectancies on RHI measures, we first had to
check that we had successfully manipulated expectancies. Mean
expectancies for synchronous induction were 0.9 (SD= 1.1) for
the synchronous instruction group, 0.9 (SD= 1.1) for the
asynchronous induction group and 0.7 (SD= 1.1) for the control
group. Mean expectancies for asynchronous induction were −0.1
(SD= 1.2) for the synchronous instruction group, 0.2 (SD= 1.3)
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Fig. 1 Scatter plots showing linear regression of vicarious pain measures (n = 404 participants) on hypnotisability. a Total pain responses on
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95% CI.The centre of credibility intervals is the predicted score. Note: SWASH is an abbreviation of Sussex-Waterloo Scale of Hypnotisability.
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Fig. 2 Scatter plots showing linear regression of mirror touch measures on hypnotisability (n = 154 participants). a Touch to human responses,
Spearman’s rs = 0.19, 95% CI [0.04, 0.34]. b Touch to object responses, Spearman’s rs = 0.21, 95% CI [0.06, 0.36]. Error bars show 95% CI. The centre
of credibility intervals is the predicted score. Note: SWASH is an abbreviation of Sussex-Waterloo Scale of Hypnotisability.
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Is this a hand I see 
before me? Is it mine? 
The rubber-hand 
illusion tricks the brain 
into thinking the fake 
hand is real.

30-SECOND TEXT
Anil Seth

RELATED BRAINPOWER
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THE BAYESIAN BRAIN 
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ALIEN HAND SYNDROME 
Page 112

3-SECOND BIOGRAPHIES
V. S. RAMACHANDRAN 
1951–
Pioneer in investigation of 
phantom limb syndrome, and 
developer of a novel low-tech 
“mirror box” therapy

OLAF BLANKE 
1969– 
Known for his work on  
the neural basis of self-
consciousness

THOMAS METZINGER 
1958–
Philosopher and author  
of the “self model theory  
of subjectivity,” a theory of 
consciousness

3-MINUTE BRAINSTORM
The brain’s body model 
depends on multiple  
brain regions, including  
the parietal and 
somatosensory cortices, 
temporo-parietal junction, 
and angular gyrus. Damage 
to these areas can lead  
to a variety of bizarre 
syndromes, including 
somatoparaphrenia  
(in which one denies 
ownership of a body part, 
sometimes attributing  
it to someone else) and 
xenomelia (the desire to 
amputate a completely 
healthy limb). Electrical 
stimulation and damage  
to the angular gyrus in 
patients can lead to 
out-of-body experiences.

3-SECOND BRAIN WAVE
The experience of our 
bodily self, and its  
location in space, is 
actively constructed by the 
brain and is surprisingly 
open to change.

Part of any conscious scene is  
the experience of owning and identifying with a 
particular body. This seems so obvious we may 
take it for granted, but plenty of evidence 
shows that our body experience is actively 
constructed by the brain, just like our experience 
of the external world. In the now classic “rubber 
hand illusion,” synchronous stroking of a fake 
hand and a person’s real hand, with visual 
attention focused on the fake hand, leads them 
to experience the fake hand as part of their 
body. This means that the brain infers which 
parts of the world belong to its body, and which 
do not, on the basis of correlations between 
different senses. On the other hand (so to 
speak), if you are unlucky enough to lose a limb, 
you may continue to experience sensations 
emanating from that limb even though it  
no longer exists (so-called “phantom-limb 
syndrome”). This again shows that the brain 
builds a “body model” that doesn’t always 
match the physical body. Recent studies have 
taken this view even farther. Using clever 
combinations of virtual reality, head-mounted 
cameras, multisensory stimulation, and insights 
from “out-of-body experiences,” researchers 
have induced “autoscopic” experiences that lead 
them to not only experience a fake hand, but an 
entire body—filmed or virtual—as their own.

EMBODIED  
CONSCIOUSNESS

having a body being a body
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interoception

Hugo Critchley



prediction error

prediction
Seth (2013) Trends in Cognitive Sciences



Seth (2013) Trends in Cognitive Sciences Seth & Friston (2016) Phil Trans R Soc B

interoceptive inference

• interoceptive inference 
exemplifies active inference


• interoceptive predictions are 
instrumental rather than 
epistemic


• they are about controlling 
things, rather than finding 
things out



the good regulator theorem

• “every good regulator of a system 
is a model of that system”


• interoceptive active inference is 
about predictive regulation of 
physiological essential variables

Seth & Friston (2016) Phil Trans R Soc B Conant & Ashby (1970) Int J Systems Res



interoceptive inference

• visual predictions underpin visual perceptual experience

• interoceptive predictions underpin embodied experience

Seth (2013) Trends in Cognitive Sciences Seth & Tsakiris (2018) Trends in Cognitive Sciences

what’s there what’s going on



computational psychosomatics

• depersonalisation/derealization (loss of veridicality)

• depression (impaired allostatic self-efficacy)

• anxiety, etc …

• but: tricky to measure/manipulate interoceptive quantities

Seth, Suzuki, Critchley (2011) Frontiers in Consciousness Research

Seth (2014) Cognitive Neuroscience

Stephan et al. (2016) Frontiers in Human Neuroscience

Barrett et al (2016) Phil Trans R Soc B

Petzschner et al (2017) Biol Psychiatry

Quadt et al (2018) Ann NY Acad Sci

Tschantz et al (2021) BioArXiv
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Shugg (1968) J Hist Ideas

“without minds to direct their bodily 
movements … animals must be 
regarded as unthinking, unfeeling 
machines that move like clockwork.”

Rene Descartes

being a beast machine



Seth & Tsakiris (2018) Trends in Cognitive Sciences

“conscious selfhood emerges  
because of, and not in spite of,  
our beast machine nature”

Seth & Friston (2016) Phil Trans R Soc B

being a beast machine

Seth (2021) Being You: A New Science of Consciousness



summary

• the real problem: a pragmatic approach to consciousness 
science


• conscious content: computational (neuro)phenomenology

• conscious self: demand characteristics and 

phenomenological control

• being a beast machine: the somatic roots of selfhood (and 

perhaps all of consicousness)

Seth (2021) Being You: A New Science of Consciousness (Faber / Penguin)
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